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Abstract 
 

The scientific research and development market is a $136bn industry in the US alone, with a 

5-year growth of 2.3%, as recorded in 2017 [1]. Within this economy, organizations which 

fund research need to ensure that they are awarding funds to the right research teams and topics 

so that they can maximize the impact of the associated available funds. As a result, institutions 

and researchers are required to report on funded research outcomes and acknowledge the 

funding source and grants. In parallel, funding bodies should be in a position to trace back these 

acknowledgements and justify the impact and results of their research allocated funds to their 

stakeholders and the taxpayers alike. Researchers should also be able to have access to such 

information, which can help them make better educated decisions for the discovery of 

appropriate funding opportunities for their scientific interests, experience and profile. 

Institution research leaders use will use this information to benchmark against peer institutions 

and gain insights for increasing application success rates, This situation creates unique 

opportunities for the affiliated industry, to coordinate and develop solutions that can serve 

funding agencies, researchers and research leaders. A fundamental problem that needs to be 

addressed is, however, the ability to automatically extract the funding information from 

scientific articles, which can in turn become searchable in bibliographic databases. 

Furthermore, this information should be also linked to structured knowledge sources of 

awarded grants made available by the funding agencies. In this paper we define analytically 

the problem, discuss the challenges and the existing state-of-the-art approaches for the 

formulation of an efficient solution, and we present a cutting-edge technology that has been 

developed by Elsevier to address this problem.  
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1. Problem Statement 

 
As of February 2013, following a memorandum for the heads of executive departments and 

agencies issued by the director of the Office of Science and Technology Policy (OSTP) of the 

US administration [2], the Federal funding agencies were directed to develop plans to make 

the results of federally funded research freely available to the public. The overall proposition 

of the administration committed to provide citizens easy access to results of scientific research 

funded by taxpayers, while in parallel sought to ensure that direct results of federally funded 

scientific research were made available to, and useful for the public, industry and scientific 

community, catalyzing innovative breakthroughs that drive the economy, in areas such as 

health, energy, environment, agriculture and national security. The final policy reflects 

substantial inputs from scientists and scientific organisations, publishers and other members of 

the public. 

 

Following this policy, all of the major actors involved in research and its publication, primarily 

researchers, research leaders, publishers and funding agencies, needed to ensure that all 

necessary measures are taken so that it will always be possible to trace back the results of 

funded research to its source; in practice actions that would enable to connect and link every 

scientific article whose work was supported by funding, to the respective funding agency and 

the grant via which the research was funded. As a result, all major publishers request from 

authors of scientific works to report on the funding source(s) explicitly, via detailed forms, but 

also through acknowledging the funding details inside the article itself, often in specially 

designated areas, such as the “Acknowledgements” section of the article. In parallel, 

researchers are obliged to inform their funding agencies on the research outcomes of their 

grants, e.g., in the form of lists of articles’ ids (e.g., DOIs) where results of the funded research 

were presented and published. Summarizing, Figure 1 illustrates how this information is 

provided by authors to the two other major actors, i.e., publishers and funders. 

 

 
Figure 1: The journey of the funding information of research works: (I) authors acknowledge the received funding 

in their articles, (II) articles are published by scientific content publishers, or content providers, (III) authors have 

the ability to provide in a structured way, explicitly, the funding information of their research work to scientific 

content publishers, (IV) authors report on the research outcomes of their grants to funding agencies, (V) scientific 

content publishers may automatically retrieve the available information of awarded grants, which includes the 

research outcomes. 
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It is evident from Figure 1 that in order to obtain as complete picture as possible with regards 

to the funding source of published research, access and mining of several data sources is 

required, both structured and unstructured. The structured data sources which contain this 

information are: (a) the content repositories of the awarded grants maintained by the funding 

agencies, each one adopting their own schema of funding metadata, and, (b) the structured 

forms with which authors submit the source of their funding during the publication process of 

their articles, maintained by the scientific content providers. At the same time the largest data 

source of funding information are the scientific articles, which, in an unstructured way report 

the source of funding, often in designated sections of the paper for this purpose, which are the 

acknowledgements sections. It is evident that a successful and complete solution which can 

report on the funding information of research works needs to be able to look at all three sources, 

link and integrate the information across, in order to complete the picture of the funding 

landscape. 

 

In these three sources of funding information (funding agencies’ grant repositories, funding 

forms, and article acknowledgements) the coverage of the funding information varies, as well 

as the difficulty with which this information can be extracted, linked and integrated. The 

funding agencies rely on the awardees and their ability to keep a complete record with regards 

to which grants funded which research work. In addition, they rely on the accurate submission 

of this information by the awardees. In a recent analysis conducted by Elsevier, on a sample of 

2,897,275 awarded grants by a number of large funding agencies, only 1,307,040 grants have 

associated research outcomes (i.e., published articles reported by awardees as an outcome of 

these grants). The fact that only 45.11% of the awarded grants have associated reported 

research outcomes suggests that the funding information collected by funding agencies is far 

from complete and needs to be combined with other sources. In parallel, the information 

collected in a structured manner by scientific content publishers, who enable the authors of 

published works to submit funding forms and designate accurately the funders of the works, 

and the relevant grant numbers, is also incomplete, as well as inaccurate. On a recent analysis 

conducted by Elsevier, on a sample of 172,405 articles published in 2019, in 63% of the cases 

the authors provided the funding information via the structured funding forms. In 27% of the 

cases, authors stated that their work had no funding source or other financial support, and in 

the remaining 10% of the cases the authors did not choose to engage with these forms. On a 

smaller sample, of approximately 2,500 articles, Elsevier evaluated the quality of the funding 

information provided by the authors via these funding forms. The results indicate that the 

authors reported the grant numbers of their funded work with 70% precision, and 56% recall. 

In parallel, authors reported on the funding agency with 88% precision and 30% recall. These 

numbers indicate that the information provided by authors via this structured way is not only 

incomplete, but it also includes a significant number of omissions and errors.  

 

Though these first two sources of structured funding information are easy to process and 

analyze, the remaining source (unstructured acknowledgements inside the articles) poses great 

challenges in mining it; yet it is probably the most complete source of funding information of 

research works. The problem of mining the funding information from scientific articles can be 

formulated as an information extraction problem, which entails the named entity recognition 

of funders, grants, and the extraction of the relations between them. The problem is illustrated 

in Figure 2. 
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Figure 2: Formulation of the problem of mining funding information from unstructured text, i.e., scientific 

articles. Given an article, the problem can be formulated as an information extraction problem, performing 

named entity recognition of funders (red) and grant numbers (green). The solution should be also able to extract 

the relations between the grants and the funders, e.g., in this example the relation between the annotated entities 

in green (grants) and the entities in red (funders).  
 
Such a solution should also be able to detect which sections of the scientific article should be 

processed for annotation. This step is very important to the process, as articles might refer to 

entities which resemble funder names in sections that are totally irrelevant to the 

acknowledgment of funding. Therefore, the actual solution is a two-step automated process: 

(1) detect the regions of the scientific article that acknowledge funding information, and, (2) 

annotate these regions with funder names, grant numbers, and extract the relations between 

them. 

 

Elsevier has developed a fully automated solution for this extraction, utilizing state-of-the-art 

natural language processing and machine learning techniques, and combines and links these 

extractions with the other two structured sources of funding information to deliver a complete 

view of the research works funding landscape. 

 
 

2. Background and Related Work 

 
Named entity recognition (NER) locates units of information, such as names of organizations, 

persons and locations and numeric expressions, from unstructured text. Each such unit of 

information is then known as a named entity. In the context of this paper, the named entities 

that are identified are either Funding Agencies (FA) or Grant IDs (GR). As an example, given 

a text of the form illustrated in Figure 2, the NER task is to label “National Cancer Institute, 

NIH”, “ACS”, “NCI” and “National Heart, Lung and Blood Institute” in text as FA and “P01 

CA87969”, “UM1 CA167552”, “N01WH22110”, “N01WH24152”, and “N01WH32105” as 

GR. In principle, effective NER systems usually employ rule-based [3, 4], gazetteer [5, 6] and 

machine learning approaches [7, 8, 9, 10]. A detailed survey of NER techniques for further 

reading may be found in the work of Nadeau et al. [11]. 

 

2.1 Sequential Learning Approaches 

 
Sequential learning approaches model the relationships between nearby data points and their 

class labels, and can be classified into generative or discriminative. In the context of NER, 

Hidden Markov Models (HMMs) are generative models that learn the joint distribution 

between words and their labels [10, 12]. A HMM is a Markov chain with hidden states, and in 

NER the observed states are words while the hidden states are their labels. Given labelled 
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sentences as training examples, NER HMMs find the maximum likelihood estimate of the 

parameters of the joint distribution, a problem for which many algorithmic solutions are known 

[13].  

 

Conditional Random Fields (CRFs) are discriminative, in contrast to HMMs, and find the most 

likely sequence of labels or entities given a sequence of words. The relationship between the 

labels is modelled by a Markov Random Field. Linear chain CRFs are well suited to sequence 

analysis and have been applied successfully in the past in parts-of-speech tagging [14], shallow 

parsing [15] and NER [8]. Finally, another way of modelling data for NER is Maximum 

Entropy (MaxEnt) models, which select the probability distribution that maximizes entropy, 

thereby making as little assumptions about the data as possible. Following the seminal work of 

Berger et al. [16], maximum entropy estimation has been successfully applied to NER in many 

works [7, 17]. Essentially, CRFs are also maximum entropy models working over the entire 

sequence, whereas MaxEnt models make decisions for each state independently of the other 

states. 

 

2.2 Deep Learning Approaches 

Recently, advanced approaches for named entity recognition, primarily based on bi-directional 

LSTM networks, have been shown to outperform state-of-the-art CRFs for NER [22], but also 

former neural network approaches for sequence labeling. These approaches benefit from both 

word- and character-level representations, by using a combination of LSTM, CNN and CRF. 

Also recently, the fine-tuning of Bidirectional Encoder Representations from Transformers, 

commonly known as BERT [23], has been shown to provide state-of-the-art results for 

sequence labeling tasks. 

 

 

2.3 State-of-the-art open source toolkits 
 

Several open-source toolkits implement one or more of the learning approaches mentioned in 

the previous section. This section discusses three of them in particular, which have been found 

to be efficient, scalable and robust in practice, and which are used as base approaches in the 

implemented solution described in the next section. The Stanford CoreNLP toolkit [18] is a 

JVM-based text annotation framework whose NER implementation is based on enhanced 

CRFs with long distance features to capture more of the structure in text [19]. An important 

feature of the toolkit is the ability to use distributional similarity measures, which assume that 

similar words appear in similar contexts. The toolkit is released with a well-engineered feature 

extractor, as well as pre-trained models for recognizing persons, locations and organizations. 

LingPipe [20] is another Java-based NLP toolkit, whose efficient HMM implementation 

includes n-gram features. Finally, the Apache OpenNLP toolkit [21] is another very powerful 

solution for implementations of sequential learning for NER, which implements discriminative 

trained HMMs, or MaxEnt models. 

 

 
3. Solution and Analysis of Performance 

From the discussion and analysis in the previous sections, two requirements are evident with 

regards to a system that aggregates and links funding information pertaining to research works: 

(I) the system will need to aggregate and link content from both the structured and unstructured 

sources of the funding information; primarily funding agencies grant repositories, author 

funding forms, and acknowledgements information residing inside the published scientific 
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articles, (II) for the task of automatically extracting the funding information from the scientific 

articles, the system would need to combine (ensemble) state-of-the-art approaches, taking 

advantage of both the stability of traditional sequencial labeling methods (e.g., CRFs), but also 

of the representation learning that can be performed by deep neural network techniques.  

 

3.1 Solution 
 

Elsevier has implemented and delivered a solution that fulfills both of these requirements and 

provides a high-coverage/high-accuracy view of the funding landscape of scientific works 

(e.g., via the Scopus platform). The end-end solution is illustrated in Figure 3. 

 

 
 
Figure 3: Illustration of the end-end integrated solution Elsevier has developed to extract and link the funding 

information from the primary sources. (a) Overview of the information processed and combined for the final view 

of the funding add-ons per scientific article; the extraction of the funding information from the only unstructured 

source (scientific text) is performed with an advanced machine learning pipeline that continuously improves over 

time with new feedback, (b) Overview of the machine learning pipeline that extracts the funding information from 

unstructured text, (c) an analytical view of the ensemble used to combine the variety of the machine learning 

models used for the annotation of text with funding organisations and grants.  

 
The novelty of the solution lies in the integration of the multiple funding sources, as well as in 

the state-of-the-art machine learning pipeline that extracts the acknowledgments and the 

funding entities from the scientific articles. The solution has been patented [24] and published 

[25, 26].  

Funding Agencies 
Grant Repositories 
(Research Outcomes)

Submitted structured 
funding forms by 
authors

Published scientific 
articles

Automated machine 
learning pipeline

Integration and
linking of funding
information

Funding add-ons to 
scientific articles

(a) (b)

(c)
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The machine learning component of the solution initially analyzes and classifies the different 

paragraphs of the scientific articles into relevant or non-relevant for funding information. The 

classified relevant pieces are in turn forwarded to the annotators who extract funding 

organisations, and grants. A machine learning ensemble mechanism has been trained to select 

among the offered output of the different annotators, the most reliable and confident 

predictions. As a final step, the machine learning pipeline extracts relations between grants and 

funding bodies, and links the extracted funding bodies to a fine-grained taxonomy of funders 

(FundRef). FundRef, also known as the Funder Registry [27], is developed and maintained by 

Elsevier, and is made freely available to the research community through CrossRef [28]. The 

linking to this taxonomy, which also contains acronyms and alternate labels of funders, enables 

in turn advanced search in platforms such as Scopus, where users do not need to know the 

different variant names with which a funder might have been referred to by authors of scientific 

articles.  

 

3.2 Linking funding information via a comprehensive taxonomy of funders 

 
Some of the most important principles of linking information across data sources are 

normalization, deduplication, and synonymy, i.e., preferred and alternate labels of the entities 

to be linked. Elsevier’s Scopus uses the Funder Registry, for the purposes of searching funding 

information in articles. The taxonomy comprises 22,357 (April 2020) entries, and contains 

important metadata about funders, such as their preferred and alternate labels, including 

acronyms, as well as their hierarchical relations with other funding entities. 

 

In this manner, when utilized properly, this taxonomy enables identifying articles that are 

funded by a specific funder and all of its sub-entities (e.g. children organisations). In order to 

illustrate the potential of this representation, we show in Figure 4 the Funder Registry for 

National Science Foundation.  

 

 
Figure 4: Entry of National Science Foundation (id: 100000001), in the Funder Registry. The taxonomy contains 

metadata such as status, preferred and alternate labels, parent, and children entities. The direct children of NSF 

are also shown in this figure, e.g., Power Systems Engineering Research Center. 
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Querying the Funder Registry using SPARQL, we can retrieve all of the descendants (children, 

and their children entities etc.) of the National Science Foundation. According to the Funder 

Registry, these are 77 entities, including NSF itself. The advantages of using the Funder 

Registry for establishing the linking to the right funder extend to ignoring spelling mistakes of 

authors in the acknowledgement sections, usage of synonyms/alternate names/acronyms of the 

funders, and also enables the smooth linking of entities across different funding databases. Last 

but not least, it also enables the “roll-up” of articles funded by a specific funder, by including 

all of its sub-entities; for instance, an article might acknowledge only the Power Systems 

Engineering Research Center, but not NSF, which is its parent entity. Scopus utilizes the 

Funder Registry for extracting and linking the funding information from articles. 

 

3.3 Performance analysis and comparison with Web of Science (WoS) 
 

The advantages of Scopus against other citation databases, e.g., Web of Science (WoS), are 

known and well reported in the literature by individual researchers conducting comparative 

studies [29-31]. At the same time, all citation databases have major disadvantages as well, e.g., 

their coverage in non-English articles, or their lack of coverage in journals of specific domains. 

However, to the best of our knowledge, there is no systematic study that has been conducted 

yet to compare the funding information for the major databases at scale.  

 

In an effort to provide some insights of the coverage of the funding information in Scopus, we 

report in Table 1 statistics that were measured in Scopus and WoS regarding the number of 

articles with funding information in 2020 (until April 16th 2020, where this measurement was 

taken). We also report specifically on the articles published in 2020, that appear to have been 

funded by NSF. Though this is not meant to be a complete, comprehensive comparative study 

for the funding information between the two databases, it does provide some interesting 

insights for the most recent content. 

 
Database Scopus WoS 

2020 Articles with funding information* 459,387 
(+31.23%) 

350,059 

2020 Articles funded by NSF** 13,899 
(+4.77%) 

13,265 

* Published in 2020, available online by April 16th 2020. 
** The research presented in the articles could have received funding from other sources as well, but certainly the 
National Science Foundation is one of the funders. 

 
Table 1: Comparison of the funding information in Scopus and in WoS, for 2020. The comparison includes all 

articles published in 2020, and available online until April 16th 2020, till which time the measurement was 

taken.  
 

As the numbers in Table 1 illustrate, Scopus appears to have significantly larger number of 

articles with funding information extracted and published in 2020 compared to WoS 

(+31.23%). At the same time, when we focus on the National Science Foundation, Scopus 

contains 4.77% more articles that appear to have been funded by NSF, compared to WoS. 

While the wider coverage of Scopus certainly gives Scopus some advantage in this context, 

this difference is explainable primarily due to the utilization of the Funder Registry, which 

enables Scopus to look at NSF and all of its sub-funders, but also due to the advantages of the 

technical solution described in the previous sections. Furthermore, an additional advantage of 

the adopted technical solution by Scopus would be the fact that is fully automated, and 

therefore it contains funding information, when available, extracted from articles that were 

published anywhere in the past, as opposed to WoS, whose funding information extends only 
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as far back as 2008. For a funding organisation such as NSF, with a long history of almost 70 

years, such historical information becomes extremely relevant and important. 

 

4. Summary 

In this paper we have described the landscape of identifying and retrieving funding information 

of published research works. We have highlighted the challenges that are faced in the process 

of mining and linking the funding information from the various heterogeneous knowledge 

sources or databases, and we have described the approach adopted by Elsevier towards serving 

the information needs in the wider research funding landscape. An important component of 

funding information lies in the scientific literature, and we have described the technical solution 

adopted by Scopus, in order to systematically, and in a large scale, extract funding information 

from the scientific articles. The solution, its advantages, as well as its challenges and how they 

were addressed, are described in detail, and a small scale comparison between Scopus and WoS 

was conducted with regards to articles containing funding information and are published in 

2020. The comparison shows that Scopus contains more than 30% additional articles in which 

funding information has been detected and extracted, compared to WoS. In an effort to 

understand what this would mean for a large funding organisation, such as NSF, the results 

indicate that the difference can be as high as 4.77% additional funding information in favour 

of Scopus. 
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